
IFT870/BIN710 - Corrigé - Exercice : Prétraitement et Représentation des données
Dans le cadre de cet exercice, nous procéderons à l'analyse du jeu de données prédéfini « Ames Housing ». Le lien de la documentation se trouve ci-après:

https://www.kaggle.com/datasets/shashanknecrothapa/ames-housing-dataset

Question 1 : Jeu de données et description statistique des attributs

Chargez le jeu de données et effectuez une description statistique des attributs.

Corrigé Question 1

# Importation des bibliothèques
import pandas as pd
import numpy as np
import sklearn
import scipy as sp
import matplotlib.pyplot as plt
import seaborn as sns

# Chargez le jeu de données et effectuez une description statistique des attributs.
data_file = "AmesHousing.csv"
data = pd.read_csv(data_file, sep=',', index_col=0)
data.shape

(2930, 81)

# Previsualiser un échantillon de data
data.head(10)

PID MS
SubClass

MS
Zoning

Lot
Frontage

Lot
Area Street Alley Lot

Shape
Land

Contour Utilities ... Pool
Area

Pool
QC Fence Misc

Feature
Misc

Val
Mo

Sold
Yr

Sold
Sale

Type
Sale

Condition SalePrice

Order

1 526301100 20 RL 141.0 31770 Pave NaN IR1 Lvl AllPub ... 0 NaN NaN NaN 0 5 2010 WD Normal 215000

2 526350040 20 RH 80.0 11622 Pave NaN Reg Lvl AllPub ... 0 NaN MnPrv NaN 0 6 2010 WD Normal 105000

3 526351010 20 RL 81.0 14267 Pave NaN IR1 Lvl AllPub ... 0 NaN NaN Gar2 12500 6 2010 WD Normal 172000

4 526353030 20 RL 93.0 11160 Pave NaN Reg Lvl AllPub ... 0 NaN NaN NaN 0 4 2010 WD Normal 244000

5 527105010 60 RL 74.0 13830 Pave NaN IR1 Lvl AllPub ... 0 NaN MnPrv NaN 0 3 2010 WD Normal 189900

6 527105030 60 RL 78.0 9978 Pave NaN IR1 Lvl AllPub ... 0 NaN NaN NaN 0 6 2010 WD Normal 195500

7 527127150 120 RL 41.0 4920 Pave NaN Reg Lvl AllPub ... 0 NaN NaN NaN 0 4 2010 WD Normal 213500

8 527145080 120 RL 43.0 5005 Pave NaN IR1 HLS AllPub ... 0 NaN NaN NaN 0 1 2010 WD Normal 191500

9 527146030 120 RL 39.0 5389 Pave NaN IR1 Lvl AllPub ... 0 NaN NaN NaN 0 3 2010 WD Normal 236500

10 527162130 60 RL 60.0 7500 Pave NaN Reg Lvl AllPub ... 0 NaN NaN NaN 0 6 2010 WD Normal 189000

10 rows × 81 columns

# Verifier le type des valeurs dans les colonnes, aussi si les valeurs non nulles 
data.info()

<class 'pandas.core.frame.DataFrame'>
Index: 2930 entries, 1 to 2930
Data columns (total 81 columns):
 #   Column           Non-Null Count  Dtype  
---  ------           --------------  -----  
 0   PID              2930 non-null   int64  
 1   MS SubClass      2930 non-null   int64  
 2   MS Zoning        2930 non-null   object 
 3   Lot Frontage     2440 non-null   float64
 4   Lot Area         2930 non-null   int64  
 5   Street           2930 non-null   object 
 6   Alley            198 non-null    object 
 7   Lot Shape        2930 non-null   object 
 8   Land Contour     2930 non-null   object 
 9   Utilities        2930 non-null   object 
 10  Lot Config       2930 non-null   object 
 11  Land Slope       2930 non-null   object 
 12  Neighborhood     2930 non-null   object 
 13  Condition 1      2930 non-null   object 
 14  Condition 2      2930 non-null   object 
 15  Bldg Type        2930 non-null   object 
 16  House Style      2930 non-null   object 
 17  Overall Qual     2930 non-null   int64  
 18  Overall Cond     2930 non-null   int64  
 19  Year Built       2930 non-null   int64  
 20  Year Remod/Add   2930 non-null   int64  
 21  Roof Style       2930 non-null   object 
 22  Roof Matl        2930 non-null   object 
 23  Exterior 1st     2930 non-null   object 
 24  Exterior 2nd     2930 non-null   object 
 25  Mas Vnr Type     1155 non-null   object 
 26  Mas Vnr Area     2907 non-null   float64
 27  Exter Qual       2930 non-null   object 
 28  Exter Cond       2930 non-null   object 
 29  Foundation       2930 non-null   object 
 30  Bsmt Qual        2850 non-null   object 
 31  Bsmt Cond        2850 non-null   object 
 32  Bsmt Exposure    2847 non-null   object 
 33  BsmtFin Type 1   2850 non-null   object 
 34  BsmtFin SF 1     2929 non-null   float64
 35  BsmtFin Type 2   2849 non-null   object 
 36  BsmtFin SF 2     2929 non-null   float64
 37  Bsmt Unf SF      2929 non-null   float64
 38  Total Bsmt SF    2929 non-null   float64
 39  Heating          2930 non-null   object 
 40  Heating QC       2930 non-null   object 
 41  Central Air      2930 non-null   object 
 42  Electrical       2929 non-null   object 
 43  1st Flr SF       2930 non-null   int64  
 44  2nd Flr SF       2930 non-null   int64  
 45  Low Qual Fin SF  2930 non-null   int64  
 46  Gr Liv Area      2930 non-null   int64  
 47  Bsmt Full Bath   2928 non-null   float64
 48  Bsmt Half Bath   2928 non-null   float64
 49  Full Bath        2930 non-null   int64  
 50  Half Bath        2930 non-null   int64  
 51  Bedroom AbvGr    2930 non-null   int64  
 52  Kitchen AbvGr    2930 non-null   int64  
 53  Kitchen Qual     2930 non-null   object 
 54  TotRms AbvGrd    2930 non-null   int64  
 55  Functional       2930 non-null   object 
 56  Fireplaces       2930 non-null   int64  
 57  Fireplace Qu     1508 non-null   object 
 58  Garage Type      2773 non-null   object 
 59  Garage Yr Blt    2771 non-null   float64
 60  Garage Finish    2771 non-null   object 
 61  Garage Cars      2929 non-null   float64
 62  Garage Area      2929 non-null   float64
 63  Garage Qual      2771 non-null   object 
 64  Garage Cond      2771 non-null   object 
 65  Paved Drive      2930 non-null   object 
 66  Wood Deck SF     2930 non-null   int64  
 67  Open Porch SF    2930 non-null   int64  
 68  Enclosed Porch   2930 non-null   int64  
 69  3Ssn Porch       2930 non-null   int64  
 70  Screen Porch     2930 non-null   int64  
 71  Pool Area        2930 non-null   int64  
 72  Pool QC          13 non-null     object 
 73  Fence            572 non-null    object 
 74  Misc Feature     106 non-null    object 
 75  Misc Val         2930 non-null   int64  
 76  Mo Sold          2930 non-null   int64  
 77  Yr Sold          2930 non-null   int64  
 78  Sale Type        2930 non-null   object 
 79  Sale Condition   2930 non-null   object 
 80  SalePrice        2930 non-null   int64  
dtypes: float64(11), int64(27), object(43)
memory usage: 1.8+ MB

data.select_dtypes(include='int64').describe()

data.select_dtypes(include='float64').describe()

Lot Frontage Mas Vnr Area BsmtFin SF 1 BsmtFin SF 2 Bsmt Unf SF Total Bsmt SF Bsmt Full Bath Bsmt Half Bath Garage Yr Blt Garage Cars Garage Area

count 2440.000000 2907.000000 2929.000000 2929.000000 2929.000000 2929.000000 2928.000000 2928.000000 2771.000000 2929.000000 2929.000000

mean 69.224590 101.896801 442.629566 49.722431 559.262547 1051.614544 0.431352 0.061134 1978.132443 1.766815 472.819734

std 23.365335 179.112611 455.590839 169.168476 439.494153 440.615067 0.524820 0.245254 25.528411 0.760566 215.046549

min 21.000000 0.000000 0.000000 0.000000 0.000000 0.000000 0.000000 0.000000 1895.000000 0.000000 0.000000

25% 58.000000 0.000000 0.000000 0.000000 219.000000 793.000000 0.000000 0.000000 1960.000000 1.000000 320.000000

50% 68.000000 0.000000 370.000000 0.000000 466.000000 990.000000 0.000000 0.000000 1979.000000 2.000000 480.000000

75% 80.000000 164.000000 734.000000 0.000000 802.000000 1302.000000 1.000000 0.000000 2002.000000 2.000000 576.000000

max 313.000000 1600.000000 5644.000000 1526.000000 2336.000000 6110.000000 3.000000 2.000000 2207.000000 5.000000 1488.000000

data.select_dtypes(include='object').describe()

MS
Zoning Street Alley Lot

Shape
Land

Contour Utilities Lot
Config

Land
Slope Neighborhood Condition

1 ... Garage
Type

Garage
Finish

Garage
Qual

Garage
Cond

Paved
Drive

Pool
QC Fence Misc

Feature
Sale

Type
Sale

Condition

count 2930 2930 198 2930 2930 2930 2930 2930 2930 2930 ... 2773 2771 2771 2771 2930 13 572 106 2930 2930

unique 7 2 2 4 4 3 5 3 28 9 ... 6 3 5 5 3 4 4 5 10 6

top RL Pave Grvl Reg Lvl AllPub Inside Gtl NAmes Norm ... Attchd Unf TA TA Y Ex MnPrv Shed WD Normal

freq 2273 2918 120 1859 2633 2927 2140 2789 443 2522 ... 1731 1231 2615 2665 2652 4 330 95 2536 2413

4 rows × 43 columns

nb_m = data.isnull().sum().sort_values()[:50]
nb_m

PID                0
Sale Condition     0
Central Air        0
1st Flr SF         0
2nd Flr SF         0
Low Qual Fin SF    0
Gr Liv Area        0
Full Bath          0
Half Bath          0
Bedroom AbvGr      0
Kitchen AbvGr      0
Kitchen Qual       0
TotRms AbvGrd      0
Functional         0
Fireplaces         0
Paved Drive        0
Wood Deck SF       0
Open Porch SF      0
Enclosed Porch     0
3Ssn Porch         0
Screen Porch       0
Pool Area          0
Misc Val           0
Mo Sold            0
Yr Sold            0
Sale Type          0
Heating            0
Foundation         0
Heating QC         0
Exter Qual         0
Overall Qual       0
House Style        0
Bldg Type          0
Exter Cond         0
Condition 1        0
Neighborhood       0
Land Slope         0
Lot Config         0
Utilities          0
Land Contour       0
Lot Shape          0
Street             0
Lot Area           0
MS Zoning          0
MS SubClass        0
Overall Cond       0
Year Built         0
Condition 2        0
SalePrice          0
Year Remod/Add     0
dtype: int64

nb_m = data.isnull().sum().sort_values()[50:]
nb_m

Roof Style           0
Roof Matl            0
Exterior 1st         0
Exterior 2nd         0
Electrical           1
BsmtFin SF 1         1
BsmtFin SF 2         1
Bsmt Unf SF          1
Total Bsmt SF        1
Garage Area          1
Garage Cars          1
Bsmt Full Bath       2
Bsmt Half Bath       2
Mas Vnr Area        23
BsmtFin Type 1      80
Bsmt Qual           80
Bsmt Cond           80
BsmtFin Type 2      81
Bsmt Exposure       83
Garage Type        157
Garage Finish      159
Garage Qual        159
Garage Yr Blt      159
Garage Cond        159
Lot Frontage       490
Fireplace Qu      1422
Mas Vnr Type      1775
Fence             2358
Alley             2732
Misc Feature      2824
Pool QC           2917
dtype: int64

#Affichage des nombres, taux et types des valeurs manquantes par attribut
ratio_m = (data.isnull().sum()/data.shape[0]).sort_values()[50:]
manquants = pd.concat([nb_m, ratio_m], axis=1, sort=False)
manquants

0 1

Roof Style 0 0.000000

Roof Matl 0 0.000000

Exterior 1st 0 0.000000

Exterior 2nd 0 0.000000

Electrical 1 0.000341

BsmtFin SF 1 1 0.000341

BsmtFin SF 2 1 0.000341

Bsmt Unf SF 1 0.000341

Total Bsmt SF 1 0.000341

Garage Area 1 0.000341

Garage Cars 1 0.000341

Bsmt Full Bath 2 0.000683

Bsmt Half Bath 2 0.000683

Mas Vnr Area 23 0.007850

BsmtFin Type 1 80 0.027304

Bsmt Qual 80 0.027304

Bsmt Cond 80 0.027304

BsmtFin Type 2 81 0.027645

Bsmt Exposure 83 0.028328

Garage Type 157 0.053584

Garage Finish 159 0.054266

Garage Qual 159 0.054266

Garage Yr Blt 159 0.054266

Garage Cond 159 0.054266

Lot Frontage 490 0.167235

Fireplace Qu 1422 0.485324

Mas Vnr Type 1775 0.605802

Fence 2358 0.804778

Alley 2732 0.932423

Misc Feature 2824 0.963823

Pool QC 2917 0.995563

Commentaires:

Des nombres de valeurs manquantes de 1 à 2917 pour 27 variables: 11 numériques et 16 catégorielles.

Beaucoup de variables catégorielles : les valeurs manquantes ont-elles un sens ou sont-elles vraiment manquantes ?

Les valeurs de certains attributs peuvent être réparties dans d'autres attributs.

'''
    Pool QC (Ordinal): Pool quality

       Ex Excellent
       Gd Good
       TA Average/Typical
       Fa Fair
       NA No Pool
'''
pd.Categorical(data['Pool QC'].values)

[NaN, NaN, NaN, NaN, NaN, ..., NaN, NaN, NaN, NaN, NaN]
Length: 2930
Categories (4, object): ['Ex', 'Fa', 'Gd', 'TA']

'''
    Misc Feature (Nominal): Miscellaneous feature not covered in other categories

       Elev Elevator
       Gar2 2nd Garage (if not described in garage section)
       Othr Other
       Shed Shed (over 100 SF)
       TenC Tennis Court
       NA None
'''
pd.Categorical(data['Misc Feature'].values)

[NaN, NaN, 'Gar2', NaN, NaN, ..., NaN, NaN, 'Shed', NaN, NaN]
Length: 2930
Categories (5, object): ['Elev', 'Gar2', 'Othr', 'Shed', 'TenC']

'''
    Alley (Nominal): Type of alley access to property

       Grvl Gravel
       Pave Paved
       NA No alley access
'''
#  Type de l'allée pour accès à la propriété (redondance avec Street)
alley_categories = pd.Categorical(data['Alley'].values)
street_categories = pd.Categorical(data['Street'].values)
print(alley_categories, '\n\n', street_categories)

[NaN, NaN, NaN, NaN, NaN, ..., NaN, NaN, NaN, NaN, NaN]
Length: 2930
Categories (2, object): ['Grvl', 'Pave'] 

 ['Pave', 'Pave', 'Pave', 'Pave', 'Pave', ..., 'Pave', 'Pave', 'Pave', 'Pave', 'Pave']
Length: 2930
Categories (2, object): ['Grvl', 'Pave']

# Supression de la colonne 'Alley' 
data.drop(["Alley"], axis = 1, inplace = True)

'''
    Fence (Ordinal): Fence quality

       GdPrv Good Privacy
       MnPrv Minimum Privacy
       GdWo Good Wood
       MnWw Minimum Wood/Wire
       NA No Fence
'''
# Fence : clôture (None = pas de clôture)
pd.Categorical(data['Fence'].values)

[NaN, 'MnPrv', NaN, NaN, 'MnPrv', ..., 'GdPrv', 'MnPrv', 'MnPrv', NaN, NaN]
Length: 2930
Categories (4, object): ['GdPrv', 'GdWo', 'MnPrv', 'MnWw']

# Remplacer 'Fence' par une variable binaire 'HasFence' 
data["HasFence"] = np.where(data["Fence"].isnull(),0,1)
data.drop(["Fence"], axis = 1, inplace = True)

'''
    Garage Cond (Ordinal): Garage condition

       Ex Excellent
       Gd Good
       TA Typical/Average
       Fa Fair
       Po Poor
       NA No Garage
'''
pd.Categorical(data['Garage Cond'].values)

['TA', 'TA', 'TA', 'TA', 'TA', ..., 'TA', 'TA', NaN, 'TA', 'TA']
Length: 2930
Categories (5, object): ['Ex', 'Fa', 'Gd', 'Po', 'TA']

'''
Garage Qual (Ordinal): Garage quality

       Ex Excellent
       Gd Good
       TA Typical/Average
       Fa Fair
       Po Poor
       NA No Garage
'''
pd.Categorical(data['Garage Qual'].values)

['TA', 'TA', 'TA', 'TA', 'TA', ..., 'TA', 'TA', NaN, 'TA', 'TA']
Length: 2930
Categories (5, object): ['Ex', 'Fa', 'Gd', 'Po', 'TA']

'''
    Garage Finish (Ordinal) : Interior finish of the garage

       Fin Finished
       RFn Rough Finished
       Unf Unfinished
       NA No Garage
'''
pd.Categorical(data['Garage Finish'].values)

['Fin', 'Unf', 'Unf', 'Fin', 'Fin', ..., 'Unf', 'Unf', NaN, 'RFn', 'Fin']
Length: 2930
Categories (3, object): ['Fin', 'RFn', 'Unf']

'''
Garage Type (Nominal): Garage location

       2Types More than one type of garage
       Attchd Attached to home
       Basment Basement Garage
       BuiltIn Built-In (Garage part of house - typically has room above garage)
       CarPort Car Port
       Detchd Detached from home
       NA No Garage
'''
pd.Categorical(data['Garage Type'].values)

['Attchd', 'Attchd', 'Attchd', 'Attchd', 'Attchd', ..., 'Detchd', 'Attchd', NaN, 'Attchd', 'Attchd']
Length: 2930
Categories (6, object): ['2Types', 'Attchd', 'Basment', 'BuiltIn', 'CarPort', 'Detchd']

Commentaires:

'Garage Cond' et 'Garage Qual': synonymes et inutiles

'Garage Finish' et 'Garage Type' : utiles, mais l'information peut être binaire

%matplotlib inline
fig,axes=plt.subplots(1,4,figsize=(15,6))
sns.scatterplot(x="Overall Qual", y="Overall Cond",data = data, ax = axes[0])
sns.scatterplot(x="Exter Qual", y="Exter Cond",data = data, ax = axes[1])
sns.scatterplot(x="Bsmt Qual", y="Bsmt Cond",data = data, ax = axes[2])
sns.scatterplot(x="Garage Qual", y="Garage Cond",data = data, ax = axes[3])
plt.show()

# supression des colonnes 'Garage Cond' et 'Garage Qual'
data.drop(["Garage Cond"], axis = 1, inplace = True)
data.drop(["Garage Qual"], axis = 1, inplace = True)

# Rendre la colonne 'Garage Finish' binaire: Finish(almost finish) or not finish
data['Garage Finish'] = np.where(data['Garage Finish'].str.contains('|'.join(['Fin','Rfn'])),1,0)

# Rendre la colonne 'Garage Type' binaire: Detached from home or attached to home
data['Garage Type'] = np.where(data['Garage Type'].str.contains('Detchd'),0,1)

Commentaires:

Les attributs correspondant au sous-sol (Bsmt) peuvent être aussi consolidés.

# Imputation: Exemple ("Electrical" : une donnée manquante)
data['Electrical'] = data['Electrical'].fillna(data['Electrical'].mode()[0])

Question 2 : Traitement des valeurs bruitées

Existe-t-il des données bruitées ? Si oui, traitez-les.

Corrigé Question 2

Existe t-il des objets dupliqués ? Non, Aucun

# objets ou tuples dupliqués ?
data.duplicated().sum()

np.int64(0)

# Attribut "Lot Area". Identifier les outliers.
fig,axes=plt.subplots(1,3,figsize=(15,8))
sns.scatterplot(x="Lot Area", y="SalePrice",data = data, ax = axes[0])
sns.boxplot(x="Lot Area", data = data, ax = axes[1])
sns.boxplot(x="SalePrice", data = data, ax = axes[2])

<Axes: xlabel='SalePrice'>

# Ne conserver uniquement les objets dont "Lot area" est inférieur à 75K.
data = data[data["Lot Area"] < 75000]
data

PID MS
SubClass

MS
Zoning

Lot
Frontage

Lot
Area Street Lot

Shape
Land

Contour Utilities Lot
Config ... Pool

Area
Pool

QC
Misc

Feature
Misc

Val
Mo

Sold
Yr

Sold
Sale

Type
Sale

Condition SalePrice HasFence

Order

1 526301100 20 RL 141.0 31770 Pave IR1 Lvl AllPub Corner ... 0 NaN NaN 0 5 2010 WD Normal 215000 0

2 526350040 20 RH 80.0 11622 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 6 2010 WD Normal 105000 1

3 526351010 20 RL 81.0 14267 Pave IR1 Lvl AllPub Corner ... 0 NaN Gar2 12500 6 2010 WD Normal 172000 0

4 526353030 20 RL 93.0 11160 Pave Reg Lvl AllPub Corner ... 0 NaN NaN 0 4 2010 WD Normal 244000 0

5 527105010 60 RL 74.0 13830 Pave IR1 Lvl AllPub Inside ... 0 NaN NaN 0 3 2010 WD Normal 189900 1

... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ...

2926 923275080 80 RL 37.0 7937 Pave IR1 Lvl AllPub CulDSac ... 0 NaN NaN 0 3 2006 WD Normal 142500 1

2927 923276100 20 RL NaN 8885 Pave IR1 Low AllPub Inside ... 0 NaN NaN 0 6 2006 WD Normal 131000 1

2928 923400125 85 RL 62.0 10441 Pave Reg Lvl AllPub Inside ... 0 NaN Shed 700 7 2006 WD Normal 132000 1

2929 924100070 20 RL 77.0 10010 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 4 2006 WD Normal 170000 0

2930 924151050 60 RL 74.0 9627 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 11 2006 WD Normal 188000 0

2926 rows × 78 columns

# Attribut "Lot Frontage". Identifier les outliers.
fig,axes=plt.subplots(1,3,figsize=(15,8))
sns.scatterplot(x="Lot Frontage", y="SalePrice",data = data, ax = axes[0])
sns.boxplot(x="Lot Frontage", data = data, ax = axes[1])
sns.boxplot(x="SalePrice", data = data, ax = axes[2])

<Axes: xlabel='SalePrice'>

# Ne conserver uniquement les objets dont "Lot Frontage" est inférieur à 200.
data = data[data["Lot Frontage"] < 200]
data

PID MS
SubClass

MS
Zoning

Lot
Frontage

Lot
Area Street Lot

Shape
Land

Contour Utilities Lot
Config ... Pool

Area
Pool

QC
Misc

Feature
Misc

Val
Mo

Sold
Yr

Sold
Sale

Type
Sale

Condition SalePrice HasFence

Order

1 526301100 20 RL 141.0 31770 Pave IR1 Lvl AllPub Corner ... 0 NaN NaN 0 5 2010 WD Normal 215000 0

2 526350040 20 RH 80.0 11622 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 6 2010 WD Normal 105000 1

3 526351010 20 RL 81.0 14267 Pave IR1 Lvl AllPub Corner ... 0 NaN Gar2 12500 6 2010 WD Normal 172000 0

4 526353030 20 RL 93.0 11160 Pave Reg Lvl AllPub Corner ... 0 NaN NaN 0 4 2010 WD Normal 244000 0

5 527105010 60 RL 74.0 13830 Pave IR1 Lvl AllPub Inside ... 0 NaN NaN 0 3 2010 WD Normal 189900 1

... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ...

2925 923251180 20 RL 160.0 20000 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 9 2006 WD Abnorml 131000 0

2926 923275080 80 RL 37.0 7937 Pave IR1 Lvl AllPub CulDSac ... 0 NaN NaN 0 3 2006 WD Normal 142500 1

2928 923400125 85 RL 62.0 10441 Pave Reg Lvl AllPub Inside ... 0 NaN Shed 700 7 2006 WD Normal 132000 1

2929 924100070 20 RL 77.0 10010 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 4 2006 WD Normal 170000 0

2930 924151050 60 RL 74.0 9627 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 11 2006 WD Normal 188000 0

2436 rows × 78 columns

# Attribut "GrLivArea". Identifier les outliers.
fig,axes=plt.subplots(1,3,figsize=(15,8))
sns.scatterplot(x="Gr Liv Area", y="SalePrice",data = data, ax = axes[0])
sns.boxplot(x="Gr Liv Area", data = data, ax = axes[1])
sns.boxplot(x="SalePrice", data = data, ax = axes[2])

<Axes: xlabel='SalePrice'>

# Ne conserver uniquement les objets dont "Gr Liv Area" est inférieur à 4000.
data = data[data["Gr Liv Area"] < 4000]
data

PID MS
SubClass

MS
Zoning

Lot
Frontage

Lot
Area Street Lot

Shape
Land

Contour Utilities Lot
Config ... Pool

Area
Pool

QC
Misc

Feature
Misc

Val
Mo

Sold
Yr

Sold
Sale

Type
Sale

Condition SalePrice HasFence

Order

1 526301100 20 RL 141.0 31770 Pave IR1 Lvl AllPub Corner ... 0 NaN NaN 0 5 2010 WD Normal 215000 0

2 526350040 20 RH 80.0 11622 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 6 2010 WD Normal 105000 1

3 526351010 20 RL 81.0 14267 Pave IR1 Lvl AllPub Corner ... 0 NaN Gar2 12500 6 2010 WD Normal 172000 0

4 526353030 20 RL 93.0 11160 Pave Reg Lvl AllPub Corner ... 0 NaN NaN 0 4 2010 WD Normal 244000 0

5 527105010 60 RL 74.0 13830 Pave IR1 Lvl AllPub Inside ... 0 NaN NaN 0 3 2010 WD Normal 189900 1

... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ...

2925 923251180 20 RL 160.0 20000 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 9 2006 WD Abnorml 131000 0

2926 923275080 80 RL 37.0 7937 Pave IR1 Lvl AllPub CulDSac ... 0 NaN NaN 0 3 2006 WD Normal 142500 1

2928 923400125 85 RL 62.0 10441 Pave Reg Lvl AllPub Inside ... 0 NaN Shed 700 7 2006 WD Normal 132000 1

2929 924100070 20 RL 77.0 10010 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 4 2006 WD Normal 170000 0

2930 924151050 60 RL 74.0 9627 Pave Reg Lvl AllPub Inside ... 0 NaN NaN 0 11 2006 WD Normal 188000 0

2432 rows × 78 columns

etc .

Question 3 : Traitement des valeurs incohérentes

Existe t-il des données incohérentes? si oui, traiter les.

Corrigé Question 3

PID MS
SubClass Lot Area Overall Qual Overall Cond Year Built Year

Remod/Add 1st Flr SF 2nd Flr SF Low Qual Fin
SF ... Wood Deck

SF
Open Porch

SF
Enclosed

Porch 3Ssn Porch

count 2.930000e+03 2930.000000 2930.000000 2930.000000 2930.000000 2930.000000 2930.000000 2930.000000 2930.000000 2930.000000 ... 2930.000000 2930.000000 2930.000000 2930.000000

mean 7.144645e+08 57.387372 10147.921843 6.094881 5.563140 1971.356314 1984.266553 1159.557679 335.455973 4.676792 ... 93.751877 47.533447 23.011604 2.592491

std 1.887308e+08 42.638025 7880.017759 1.411026 1.111537 30.245361 20.860286 391.890885 428.395715 46.310510 ... 126.361562 67.483400 64.139059 25.141331

min 5.263011e+08 20.000000 1300.000000 1.000000 1.000000 1872.000000 1950.000000 334.000000 0.000000 0.000000 ... 0.000000 0.000000 0.000000 0.000000

25% 5.284770e+08 20.000000 7440.250000 5.000000 5.000000 1954.000000 1965.000000 876.250000 0.000000 0.000000 ... 0.000000 0.000000 0.000000 0.000000

50% 5.354536e+08 50.000000 9436.500000 6.000000 5.000000 1973.000000 1993.000000 1084.000000 0.000000 0.000000 ... 0.000000 27.000000 0.000000 0.000000

75% 9.071811e+08 70.000000 11555.250000 7.000000 6.000000 2001.000000 2004.000000 1384.000000 703.750000 0.000000 ... 168.000000 70.000000 0.000000 0.000000

max 1.007100e+09 190.000000 215245.000000 10.000000 9.000000 2010.000000 2010.000000 5095.000000 2065.000000 1064.000000 ... 1424.000000 742.000000 1012.000000 508.000000

8 rows × 27 columns
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https://www.kaggle.com/datasets/shashanknecrothapa/ames-housing-dataset


Commentaires:

Vérifier que les types des attributs correspondent bien aux valeurs.

Vérifier que les attributs corrélés ont des valeurs cohérentes.

valeurs = [data[att].values[:5] for att in data.columns]
pd.DataFrame({'Types': data.dtypes, '5 1eres valeurs': valeurs}).transpose()

PID MS
SubClass

MS
Zoning

Lot
Frontage Lot Area Street Lot

Shape
Land

Contour Utilities Lot
Config ... Pool

Area
Pool

QC
Misc

Feature
Misc

Val
Mo

Sold
Yr

Sold
Sale

Type
Sale

Condition SalePrice HasFence

Types int64 int64 object float64 int64 object object object object object ... int64 object object int64 int64 int64 object object int64 int64

5 1eres
valeurs

[526301100,
526350040,
526351010,

526353030,
5...

[20, 20,
20, 20,

60]

[RL,
RH,

RL, RL,
RL]

[141.0,
80.0,
81.0,
93.0,
74.0]

[31770,
11622,
14267,
11160,

13830]

[Pave,
Pave,
Pave,
Pave,
Pave]

[IR1,
Reg,
IR1,

Reg,
IR1]

[Lvl, Lvl,
Lvl, Lvl,

Lvl]

[AllPub,
AllPub,
AllPub,
AllPub,
AllPub]

[Corner,
Inside,

Corner,
Corner,
Inside]

...
[0, 0,
0, 0,

0]

[nan,
nan,
nan,
nan,
nan]

[nan,
nan,

Gar2,
nan,
nan]

[0, 0,
12500,

0, 0]

[5, 6,
6, 4,

3]

[2010,
2010,
2010,
2010,
2010]

[WD ,
WD ,
WD ,
WD ,
WD ]

[Normal,
Normal,
Normal,
Normal,
Normal]

[215000,
105000,
172000,
244000,
189900]

[0, 1, 0, 0,
1]

2 rows × 78 columns

Question 4 : Transformation et représentation des données

À la suite de votre analyse, pouvez-vous effectuer une sélection des attributs pertinents ? Si oui, quels sont les attributs que vous choisissez et pourquoi ?

Serait-il judicieux d'appliquer une décomposition en composantes principales (PCA) à votre jeu de données ? Si oui, combien de composantes pensez-vous qu'il serait raisonnable de conserver ?.

Corrigé Question 4

À la suite de votre analyse, pouvez-vous effectuer une sélection des attributs pertinents ? Si oui, quels sont les attributs que vous choisissez et pourquoi ?

Commentaires:

Oui, il est possible de sélectionner certains attributs en raison de la redondance d'informations et de la présence d'attributs qui ne sont pas nécessairement utiles, ce qui peut être analysé par une étude de la

corrélation entre les attributs.

data.select_dtypes(include=['float64', 'int64', 'int32'])

PID MS
SubClass

Lot
Frontage

Lot
Area

Overall
Qual

Overall
Cond

Year
Built

Year
Remod/Add

Mas
Vnr

Area

BsmtFin
SF 1 ...

Open
Porch

SF

Enclosed
Porch

3Ssn
Porch

Screen
Porch

Pool
Area

Misc
Val

Mo
Sold

Yr
Sold SalePrice HasFence

Order

1 526301100 20 141.0 31770 6 5 1960 1960 112.0 639.0 ... 62 0 0 0 0 0 5 2010 215000 0

2 526350040 20 80.0 11622 5 6 1961 1961 0.0 468.0 ... 0 0 0 120 0 0 6 2010 105000 1

3 526351010 20 81.0 14267 6 6 1958 1958 108.0 923.0 ... 36 0 0 0 0 12500 6 2010 172000 0

4 526353030 20 93.0 11160 7 5 1968 1968 0.0 1065.0 ... 0 0 0 0 0 0 4 2010 244000 0

5 527105010 60 74.0 13830 5 5 1997 1998 0.0 791.0 ... 34 0 0 0 0 0 3 2010 189900 1

... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ... ...

2925 923251180 20 160.0 20000 5 7 1960 1996 0.0 1224.0 ... 0 0 0 0 0 0 9 2006 131000 0

2926 923275080 80 37.0 7937 6 6 1984 1984 0.0 819.0 ... 0 0 0 0 0 0 3 2006 142500 1

2928 923400125 85 62.0 10441 5 5 1992 1992 0.0 337.0 ... 32 0 0 0 0 700 7 2006 132000 1

2929 924100070 20 77.0 10010 5 5 1974 1975 0.0 1071.0 ... 38 0 0 0 0 0 4 2006 170000 0

2930 924151050 60 74.0 9627 7 5 1993 1994 94.0 758.0 ... 48 0 0 0 0 0 11 2006 188000 0

2432 rows × 41 columns

#correl = data.corr(numeric_only=True)
correl = data.select_dtypes(include=['float64', 'int64', 'int32']).corr()

fig, ax = plt.subplots(figsize=(10, 10))
ax = sns.heatmap(data.select_dtypes(include=['float64', 'int64', 'int32']).corr(), linewidths=1, cmap="coolwarm", annot_kws={"size": 10})
ax.set_title('Matrice de correlation (incluant SalePrice)', fontsize=20)

Text(0.5, 1.0, 'Matrice de correlation (incluant SalePrice)')

# Attributs sélectionnés
Selected_att = ['Overall Qual', 'Year Built', 'Year Remod/Add', 'Mas Vnr Area', 'Total Bsmt SF', 
                '1st Flr SF', 'Full Bath', 'Garage Yr Blt', 'Garage Cars', 'Garage Area']

X = data[Selected_att]
y = data.SalePrice
X

Overall Qual Year Built Year Remod/Add Mas Vnr Area Total Bsmt SF 1st Flr SF Full Bath Garage Yr Blt Garage Cars Garage Area

Order

1 6 1960 1960 112.0 1080.0 1656 1 1960.0 2.0 528.0

2 5 1961 1961 0.0 882.0 896 1 1961.0 1.0 730.0

3 6 1958 1958 108.0 1329.0 1329 1 1958.0 1.0 312.0

4 7 1968 1968 0.0 2110.0 2110 2 1968.0 2.0 522.0

5 5 1997 1998 0.0 928.0 928 2 1997.0 2.0 482.0

... ... ... ... ... ... ... ... ... ... ...

2925 5 1960 1996 0.0 1224.0 1224 1 1960.0 2.0 576.0

2926 6 1984 1984 0.0 1003.0 1003 1 1984.0 2.0 588.0

2928 5 1992 1992 0.0 912.0 970 1 NaN 0.0 0.0

2929 5 1974 1975 0.0 1389.0 1389 1 1975.0 2.0 418.0

2930 7 1993 1994 94.0 996.0 996 2 1993.0 3.0 650.0

2432 rows × 10 columns

print("Valeurs manquantes avant imputation:\n", X.isnull().sum())

Valeurs manquantes avant imputation:
 Overall Qual        0
Year Built          0
Year Remod/Add      0
Mas Vnr Area       17
Total Bsmt SF       1
1st Flr SF          0
Full Bath           0
Garage Yr Blt     148
Garage Cars         1
Garage Area         1
dtype: int64

# Imputation
for att in Selected_att:
    X.loc[:, att] = X.loc[:,att].fillna(X[att].mode()[0])
print("Valeurs manquantes après imputation:\n", X.isnull().sum())

Valeurs manquantes après imputation:
 Overall Qual      0
Year Built        0
Year Remod/Add    0
Mas Vnr Area      0
Total Bsmt SF     0
1st Flr SF        0
Full Bath         0
Garage Yr Blt     0
Garage Cars       0
Garage Area       0
dtype: int64

correl = X.select_dtypes(include=['float64', 'int64', 'int32']).corr()

fig, ax = plt.subplots(figsize=(10, 10))
ax = sns.heatmap(X.select_dtypes(include=['float64', 'int64', 'int32']).corr(), linewidths=1, cmap="coolwarm", annot_kws={"size": 10})
ax.set_title('Matrice de correlation (avec attributs selectionnes incluant SalePrice)', fontsize=20)

Text(0.5, 1.0, 'Matrice de correlation (avec attributs selectionnes incluant SalePrice)')

Serait-il judicieux d'appliquer une décomposition en composantes principales (PCA) à votre jeu de données ? Si oui, combien de composantes pensez-vous qu'il serait raisonnable de conserver ?.

Commentaires:

Oui, une décomposition en composantes principales permettrait de renforcer notre sélection d'attributs en analysant la variance entre les attributs après la transformation.

 

# Y'a t-il des attributs catégoriels? (Réponse; Non, il n'y a pas d'attributs catégoriels. Si tel avait été le cas, une transformation préalable aurait probablement été nécessaire, comme l'utilisation de la méthode get_dummies() pour convertir les variables catégorielles en variables numériques.)
X.info()

<class 'pandas.core.frame.DataFrame'>
Index: 2432 entries, 1 to 2930
Data columns (total 10 columns):
 #   Column          Non-Null Count  Dtype  
---  ------          --------------  -----  
 0   Overall Qual    2432 non-null   int64  
 1   Year Built      2432 non-null   int64  
 2   Year Remod/Add  2432 non-null   int64  
 3   Mas Vnr Area    2432 non-null   float64
 4   Total Bsmt SF   2432 non-null   float64
 5   1st Flr SF      2432 non-null   int64  
 6   Full Bath       2432 non-null   int64  
 7   Garage Yr Blt   2432 non-null   float64
 8   Garage Cars     2432 non-null   float64
 9   Garage Area     2432 non-null   float64
dtypes: float64(5), int64(5)
memory usage: 209.0 KB

# Normalisation des valeurs
from sklearn.preprocessing import StandardScaler
scaler = StandardScaler()
# Sensible aux outliers
X = scaler.fit_transform(X)
X

array([[-0.06195923, -0.33183551, -1.14296009, ..., -0.73588222,
         0.32614382,  0.2734059 ],
       [-0.75635944, -0.30014028, -1.09615706, ..., -0.69828104,
        -0.95318161,  1.18938419],
       [-0.06195923, -0.39522598, -1.23656616, ..., -0.81108457,
        -0.95318161, -0.70605603],
       ...,
       [-0.75635944,  0.68241188,  0.35473697, ...,  0.95617068,
        -2.23250704, -2.12083438],
       [-0.75635944,  0.11189772, -0.44091459, ..., -0.17186458,
         0.32614382, -0.22539416],
       [ 0.63244098,  0.71410711,  0.44834304, ...,  0.50495658,
         1.60546925,  0.82662051]])

from sklearn.decomposition import PCA
pca = PCA(n_components = 10)
pca.fit(X)
X_pca = pca.transform(X)

data_pca = pd.DataFrame(data = X_pca , 
        columns = ['PC1', 'PC2','PC3','PC4','PC5', 'PC6','PC7','PC8','PC9', 'PC10'])

data_pca['SalePrice'] = y

var_pca = pd.DataFrame({'var': pca.explained_variance_ratio_,
             'PC':['PC1', 'PC2','PC3','PC4','PC5', 'PC6','PC7','PC8','PC9', 'PC10']})

var_pca 

sns.barplot(x='PC',y="var",  data=var_pca, hue='PC')

print(pca.explained_variance_ratio_.cumsum())

[0.517987   0.64916218 0.73535433 0.80677499 0.86695456 0.91343483
 0.94678736 0.97228166 0.99063235 1.        ]
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